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1. Introduction 
 

Originally, this deliverable was entitled “VR light field scripts and database” aiming at collecting 
all software scripts to build a light field database (D1.3) that will be further used in the 
remainder of the project. The HoviTron consortium, however, preferred to rename this 
document to “Camera Calibration and Light Field Processing”, better reflecting the essential 
aspects of a typical light field acquisition and processing pipeline, as the one needed to feed 
Creal’s light field Head Mounted Device (HMD). Content-wise, the document is unchanged. 

A light field can be regarded as the field of light that surrounds us, both knowing its 
amplitude, as well as its light ray directions. This light field is so dense that it is impossible to 
capture it fully with a finite number of camera devices, whatever their type: conventional, 
plenoptic, and/or depth-sensing devices. There will hence be a need to acquire a 
subsampled version of the real light field and apply some image processing to create all 
virtual views needed for a light field HMD. 

This report covers various camera types that will be used in HoviTron for acquiring light field 
content, including the computer-generated synthetic light fields, plenoptic cameras (e.g., 
RayTrix), and conventional depth-sensing devices (e.g., Azure Kinect). For synthetic content, 
this report addresses how to render them with the software Blender, where content is 3D 
modeled without prior acquisition. In the frame of plenoptic cameras, a tool for converting 
lenslet raw images into multi-view images (aka sub-aperture images) is described. Finally, 
for depth-sensing devices, this report presents an experiment performed with several pre-
selected depth-sensing cameras to identify the most suitable low-cost device for the capture 
architecture of HoviTron. This experiment was necessary since for HoviTron, given the 
project constraints, the depth-sensing device must be able to provide high-quality depth 
maps in real-time. This real-time condition is the factor that prevents the use of MPEG-I's 
Depth Estimation Reference Software (DERS) [1] within HoviTron, even though DERS is 
capable of providing high-quality depth maps from only colour images. DERS will be properly 
addressed in the deliverable D2.1. Also, ensuring a device that provides high-quality depth 
maps is necessary given that they will be further used for synthesizing high-quality virtual 
views needed for a light field HMD. 

Hence, to assess the capabilities of each depth-sensing device, a processing pipeline that 
includes camera calibration, colour correction, and virtual view synthesis with the Reference 
View Synthesizer (RVS) [2] was strictly followed. This first experiment was performed with 
only static scenes, this way, it was possible to use only a single device and capture several 
views with a moving camera rail system, cf. Section 4.1. To address the calibration of the 
camera parameters, Colmap [3] was used with the captured viewpoints for static scenes. In 
the next step, when testing several devices of the same depth-sensing model together for 
video acquisition, the calibration software from DLR, presented in deliverable D1.2, will be 
employed.  

Finally, this report is organized in the following manner: Section 2 starts with synthetic light 
field content generated using Blender. Section 3 covers plenoptic cameras. Section 4 deals 
with depth-sensing devices and the experiment to identify a suitable low-cost camera for 
HoviTron’s requirements. Finally, Section 5 discusses final considerations and future work. 

2. Rendering a Light Field using Blender 

Multi-view datasets can be created synthetically in 3D editing tools like Blender. The 
advantage of using synthetic datasets is that the camera parameters are then exactly 
known, and the depth maps are perfect. Therefore, there is no need for time-consuming 
calibration tasks. Moreover, additional viewpoints can be rendered if needed, without having 
to add more hardware. 

To create synthetic datasets from a virtual camera array, we use a Blender addon to render all 
viewpoints, as well as the associated depth (or disparity) maps. Figure 1 shows an example 
with an 11x11 camera array that is created with such Blender script. 

One python script is added to the deliverable for light field rendering with Blender, cf. Annex 
A. The script is named lf_to_json.py and it provides the conversion of the camera 
parameters to json format using the OMAF coordinate system. Annex A also provides a 
step- by- step documentation to reproduce synthetic light field rendering. 
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Figure 1: Synthetic camera array created by the Blender addon. 

 

3. Plenoptic Camera 
 

Recently, in the field of virtual reality, there has been increased interest in using a novel 
capturing device, namely plenoptic cameras, cf. Figure 2. Such a camera is inspired by insect 
eyes, as shown in Figure 2 (top); its optical configuration is different from standard cameras. 
In a conventional camera, the reflected light from the real-world is sensed by an imaging 
sensor directly. However, in a plenoptic camera, a Micro-Lens Array (MLA) is placed 
between the main lens of the camera on one hand, and the imaging sensor and the projected 
image of the real-world on the other hand, cf. Figure 2 (bottom). This novel capturing device 
acquires 3D information from a single viewpoint, creating light field content. 

More precisely, a light field in this context is a 4D signal representation that describes all light 
rays traveling in 3D space. A light field has both spatial and angular information, and provides 
a rich representation of real-world scenes, i.e., a dense set of multi-view images. Therefore, 
this capturing device has the capability of reproducing not only high-resolution multi-view 
video of the scene, but also the depth map from the same angular viewpoint as the camera’s 
colour capture of the scene. For capturing a light field, one of the commercially available 
powerful devices is a multi-focused plenoptic camera, i.e., RayTrix (www.raytrix.de). It 
includes an array of interleaved micro-lenses with different focal lengths and can produce an 
extended depth of field. 

 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
Figure 2: Bee eyes are similar to a plenoptic camera (top), an illustration of a 

plenoptic camera optical configuration (bottom). 
 
 

http://www.raytrix.de/
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3.1 Rendering Multi-View Video from Lenslet Video 
In order to acquire the light field data in a more structured format, we need a rendering process 
to generate light field content in the form of a dense multi-view image from the image behind 
the MLA, which is called the lenslet image. Thanks to spatial and angular information in the 
lenslet format, we can synthesize the multi-view images, aka sub-aperture images, using the 
estimated depth from the lenslet image, cf. Figure 3. However, due to the complicated 
optical system of such plenoptic camera, calibration of such cameras is difficult. Moreover, 
without good calibration parameters, extraction of the depth map and multi-view images are 
inaccurate and computationally expensive. More details on the plenoptic camera calibration 
can be found in D1.2. 

MPEG-I has recently adopted a tool, called RLC (Reference Lenslet content Convertor) that 
converts lenslet video captured by RayTrix to multi-view video, given only the physical 
parameters of the MLA. Since this algorithm operates without any intrinsic parameters of the 
micro-lenses (i.e., the precise focal lengths of MLA and the main lens), a rather 
computationally expensive algorithm has to be put in place. In short, the process to synthesize 
multi-view video from lenslet video consists of a Laplacian-based local matching process 
among the micro-images captured behind each micro-lens. Details of this algorithm are 
explained in [4, 5]. RLC is free to use for academic and standardization activities and it is 
completely independent of the license of RayTrix. 

Figure 3: Conversion from lenslet to multi-view video using MPEG reference 
software RLC (Reference Lenslet content Convertor). 

 

4. Depth-Sensing Devices 
 

HoviTron also plans to build a camera system with low-cost depth-sensing cameras for free-
viewpoint generation in a light field HMD. We have explored the capabilities of several 
camera devices to select a suitable candidate for the application. Hence, the following RGB-
D cameras, shown in Figure 4, were tested: Intel RealSense L515, Intel RealSense D435, 
ZED, and Azure Kinect. Examples of colour images and depth maps captured through each 
device are shown in Figure 5. 

The Intel RealSense L515 is a high-resolution camera, with a colour resolution of 1920 x 
1080 and a depth resolution of 1024 x 768 that uses Lidar technology to sense the depth of 
the captured scenes. The Intel RealSense D435, on the other hand, uses stereo technology 
for depth estimation, hence being an option for both indoor and outdoor environments. ZED, 
similarly to D435, also uses stereo-based techniques to estimate depth maps, having then 
two RGB cameras in its hardware configuration. Finally, the Azure Kinect is built with an 
RGB sensor and a Time-Of-Flight depth sensor, supporting different fields of view and 
capture configurations.  

Note that the devices Intel RealSense L515 and Azure Kinect have a dedicated sensor to 
capture the depth of a given scene. That said, a misalignment between the images of the 
colour and depth sensors is expected, given the different locations of both sensors, hence, 
making necessary a time-consuming calibration step to obtain aligned data. On the other 
side of the spectrum, the cameras ZED and Intel Realsense D435 estimate the depth maps 
of a captured scene based on the disparity of their two RGB sensors. These stereo vision-
based devices are robust against misalignment between depth and colour images. However, 
they usually estimate lower quality depth maps when compared to the dedicated-sensor 
devices, due to the hard nature of the depth estimation problem. Also, they may require high-
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computational power for the depth estimation being then inappropriate for real-time 
applications. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4: RGB-D camera devices tested. From left to right, top to bottom: Intel 
RealSense L515, Azure Kinect, ZED, and Intel RealSense D435. 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 

Figure 5: Captured RGB and depth images from each of the tested devices. From top 
to bottom: Intel RealSense L515, Azure Kinect, ZED, and Intel Realsense D435.  
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4.1 Multi-View Acquisition Pipeline 
 

We have set up a rail system that can position a camera of up to 1.5 kg payload in a space of 
1 m3 with 3 degrees of freedom, cf. Figure 6. In this way, various viewpoints to a static scene 
can be captured by a single camera under test, which can be an RGB camera, a plenoptic 
camera or even a depth-sensing device. Hence, this rail system allowed the testing of all of 
the pre-selected camera devices presented in the previous section. 

The main rationale of this rail system is that we first capture a static scene with various camera 
devices over a large set of positions, enabling various explorations. Afterwards, once we better 
understand which settings are best aligned with the HoviTron requirements, a subset of 
camera devices and positions is selected to build a multi-camera RGB-D video acquisition 
system that will gradually evolve towards HoviTron’s final proof of concept. 

Figure 6: Rail acquisition system to acquire a static scene from multiple viewpoints. 

 

With the introduced rail system, we conducted different experiments with all the pre-selected 
camera candidates. For each acquisition, we placed the device on the rail and performed the 
capture of the static scene from different positions. Given the captured colour and depth 
images, we were able to process such data and obtain virtual views of the captured scene 
from several viewpoints, therefore, being able to analyze and evaluate the capabilities of the 
devices concerning the depth sensor or the depth estimation capabilities. The processing 
pipeline followed is presented in Figure 7. 

Based on the pipeline in Figure 7, we first performed the capture of a static scene from 
several viewpoints using the rail system to control the position of each capture. Hence, we 
acquired the reference RGB and depth views for each camera device to be fed to RVS. 
Ground truth colour images were also captured for further comparison with the synthesized 
virtual views. Note that the depth maps obtained either used a dedicated sensor (i.e., Azure 
Kinect and Intel RealSense L515) or were estimated with a stereo vision-based algorithm 
(i.e., ZED and Intel RealSense D435). 

Then, the images captured are subjected to the camera calibration step, a time-consuming 
but crucial step for RVS to work satisfactorily. This step targets the estimation of the intrinsic 
and extrinsic parameters of the camera devices. Reliable computation of the intrinsic 
parameters is necessary for distortion correction of the lenses of the devices, which are not 
always well addressed by factory-provided intrinsics. The extrinsic parameters must also be 
accurately estimated since they contain the pose information necessary for RVS to 
synthesize desired virtual views of the scene. Additionally, the intrinsic and extrinsic 
parameters estimated may also be used in the depth registration step, when needed. 

Following the camera calibration step, it was necessary to perform depth registration based 
on the newly calibrated camera parameters. This step was only required for the cameras 
that have two different sensors for colour and depth, i.e., Azure Kinect and Intel RealSense 
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L515. In the case of these two devices, the factory-calibrated camera parameters are too 
coarse, leading to unaligned colour and depth images. To overcome this issue, the depth 
registration step plays a crucial role. 

Given that different colour images are captured from different positions in the rail system, the 
illumination of the scene might alter the perceived colour of the objects, even though they 
are captured using the same camera device. To address this issue, the following stage 
consists of a colour correction step. The goal of such a step is to perceive the colours of the 
objects regardless of the light sources illuminating the scene and the positions of the camera 
devices.  

Finally, with calibrated and corrected images, the RVS software can be used to synthesize 
virtual views of the static scene. Then, the synthesized results obtained for each camera 
device can be subjectively evaluated. Therefore, with this procedure, it was possible to 
determine which low-cost depth-sensing device can fulfill the requirements of the acquisition 
system to be used within the HoviTron project. All the stages of this processing pipeline will 
be addressed in the following subsections. 

 

 

 

 

 

 

 

 

 

 

Figure 7: Processing pipeline to evaluate each camera device. 

 

4.1.1 Camera Calibration 

Camera calibration is a fundamental step in several vision applications. This time-consuming 
procedure is necessary to accurately estimate the camera intrinsic and extrinsic parameters. 
The intrinsic parameters span the camera focal length, the principal point (close to the pinhole 
camera centre point), and the radial distortion parameters. While the extrinsic parameters 
consist of the relative poses of different camera devices or the relative poses of the sensors 
(colour + depth) within one single device, as illustrated in Figure 8. Camera calibration is 
crucial when there is the need for depth registration, i.e., the need for alignment in the depth 
and colour images captured by a single device. Such an issue is usually due to the different 
resolution and location of the dedicated colour and depth sensors. Additionally, properly 
calibrated parameters also play an important role when synthesizing virtual views in a desired 
position, with RVS for example.  

 

 

 

 

 

 

 

 

Figure 8: Intel RealSense L515 camera layout. 

 

4.1.1.1 Intrinsic Parameter Estimation 

The factory-provided intrinsic parameters for capture devices are not always precise 
enough, leading to a faulty distortion correction of the camera lenses. Hence, a proper 
estimation of the device's intrinsic parameters is often necessary to overcome this issue. In 
the context of this deliverable, we have addressed two pre-processing tools capable of 
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estimating the intrinsic camera parameters reliably. Then, the precisely estimated 
parameters can be employed to correct the distortion of the lenses and even further used in 
the depth registration step, when needed. 

In the frame of this report, we have used Kalibr [6] and the OpenCV library to calibrate and 
obtain robust parameters for the depth-sensing devices. Kalibr is a standard calibration 
software that supports the calibration of multiple cameras with a non-global field of view. 
Its implementation is relatively straightforward and outputs a detailed calibration report 
concerning the calibration accuracy of the devices. Similar to Kalibr, OpenCV is another 
pre-processing software often used for reliable intrinsic parameter estimation. This 
calibration tool iteratively finds correspondences between the coordinates of a known 
calibration pattern in both the image plane and the scene (real-world space). A ChArUco 
board, illustrated in Figure 9, was used as the pattern for calibration. 

 

 

 
 
 
 
 
 
 
 
 

Figure 9: Calibration pattern used. 

 
4.1.1.2 Extrinsic Parameter Estimation 

Besides the intrinsic parameters per camera, one should also determine the extrinsic 
camera parameters, i.e., their relative pose. For datasets containing numerous images, 
e.g., a dense camera array acquiring a static scene, it is possible to use Colmap [3], as we 
did in the frame of this report. Colmap is a photogrammetry software capable of accurately 
retrieving extrinsic parameters for all involved cameras, e.g., the red camera poses in 
Figure 10. Extracting intrinsic camera parameters with Colmap is also possible, however, it 
is recommended to use a dedicated pre-processing tool, as the ones previously 
mentioned. 

 

 

 

 

 

 

 

 

 

Figure 10: Extrinsic parameters estimation using Colmap. 

 
In a first step, images are matched according to their corresponding features. Then, the 3D 
geometry is retrieved by bundle adjustment [7]. Eventually, the images are undistorted, and 
the camera intrinsic and extrinsic parameters are exported. An optional step allows computing 
depth maps, although it is advised to use more specialized depth estimation software, 
especially when the number of captured images is not very high (as is the target in HoviTron). 
Note that the extrinsic parameters estimated using Colmap were within the frame of static 
scenes acquired with a single camera device. When targeting several devices in the context 
of video capture, the calibration software from DLR presented in deliverable D1.2 will be used.   
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4.1.2 Depth Registration 
In the case of Intel RealSense L515 and Azure Kinect, the factory-provided camera 
parameters (i.e., intrinsic + extrinsic) are too coarse, leading to a faulty depth registration. On 
the other hand, ZED and Intel RealSense D435 rely on stereo-based depth estimation which 
generates depth maps already aligned with the colour images. Hence, we had to subject both 
Intel RealSense L515 and Azure Kinect to the depth registration step given the newly 
obtained camera parameters after calibration.     

For the Intel RealSense L515, the newly calibrated camera parameters significantly 
improved the precision of depth registration, as shown in Figure 11 before (left) and after 
(right) the calibration procedure. The image shows considerably better synthesized views 
after calibration when compared to factory-calibrated ones. Also, the report of Kalibr, cf. 
Figure 12, shows that the reprojection error of the L515 depth sensor (left) has been 
improved to under +-1 pixel and +-0.5 pixel for the colour sensor (right).  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 11: View synthesized results for Intel RealSense L515. Uncalibrated on the 
left and calibrated on the right.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 12: Distribution of reprojection error of detected pixel. Calibration report from 
Kalibr.  
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Similar to Intel RealSense L515, for the Azure Kinect, the newly calibrated camera 
parameters also significantly improved the precision of depth registration, as shown in Figure 
13 before (left) and after (right) the calibration procedure. The image shows much better 
aligned colour and depth images when compared to factory-calibrated ones. 

 

 

 

 

 

 

 

 

 

 

Figure 13: Azure Kinect: Superimposed depth and colour images, not aligned on the 
left, aligned on the right. The green lines highlight the borders of the objects in the 

colour image while the red lines highlight the border of the objects in the depth image. 

  

4.1.3 Colour Correction 
In a multi-camera acquisition system, several cameras capture the same scene from 
different viewpoints. Due to the lighting conditions and the varying camera characteristics 
(even if these cameras are of the same type and brand), cameras will have different colour 
responses from the same scene. In the case of the experiments reported here, only one 
camera device was used to capture the scene. However, since this device was placed in 
different positions on the rail system, there might be differences in the scene illumination that 
may alter the perceived colour of the objects of the scene depending on the viewpoint. 
Therefore, colour calibration is an essential step to guarantee the quality of the subsequent 
processing steps. An example of a situation that requires colour correction is illustrated in 
Figure 14. 

 

 

 

 

 

 

 

 

 

 

 

 

   

Figure 14: Captures of the same scene from two different viewpoints. Note the 
differences in the colour responses. 

 

To guarantee inter-view colour consistency in our experiments, we resorted to the Poznan 
Colour Refinement (PCR) [8] technique, which is a real-time algorithm available as a MPEG-
I tool. PCR is a colour correction tool for immersive video purposes, allowing the 
improvement of both temporal and inter-view colour consistencies. It consists of two 
techniques, one designed to calibrate the colour based on temporal frames and another one 
designed to improve inter-view consistency. In the case reported in this document, only the 
inter-view tool was used, given that the captured scene is static. 
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The inter-view algorithm processes all input views independently in order to align their colour 
characteristics to one reference view. The technique is based on reprojecting each 
processed view to the position of the reference view and computing the differences between 
all the pixels of the reprojected view and the reference view. These differences are 
aggregated in order to obtain colour offsets for each colour component. Then, all pixels in 
the processed (non-reference) views are modified by subtracting the obtained colour offsets. 
To reduce the possibility of flickering, the colour offsets are filtered with an IIR filter. Note 
that, similarly to the set of views, each colour component from each view is also 
independently processed in this algorithm. 

 

4.1.4 Virtual View Synthesis 

As the final step of the processing pipeline of the conducted experiment, the software RVS 
[2] was used to synthesize virtual views of the scene for further evaluation. RVS is a depth 
image-based rendering (DIBR) software developed by the Université Libre de Bruxelles in 
the context of MPEG-I standardization activities, further extended to a real-time 
implementation designated as Real-time Accelerated View Synthesizer (RaVIS) [9].  

RVS has been developed to take any number of reference images, with corresponding depth 
maps, as input and output/render virtual views of the scene by interpolation. The algorithm 
synthesizes the target view once for each input view and blends all the results by assigning 
a per-pixel quality to each synthesized view. The resulting image is inpainted to fill the 
remaining missing information, mainly at the borders of objects, as the disocclusions are 
mostly handled by the multiple input views. With RVS, six degrees of freedom can be 
obtained, provided that the reference views contain enough data to create the new virtual 
view. Note that the more reference images used as input, the more robust will be the virtual 
views to DIBR artifacts, e.g., ghosting and disocclusions due to calibration problems and 
missing information in the input reference views. 

In the experiments conducted for this first stage of the HoviTron project, we fed the RGB-D 
images from the two extreme sides of each captured dataset to RVS as reference views. 
That is, the colour and depth images from the left-most and the right-most viewpoints of the 
captured datasets were used to synthesize all the virtual views with RVS. For each camera 
device, 180 virtual views were generated to make the videos provided with this deliverable. 
The horizontal baseline of the reference views, i.e., distance from the left-most to the right-
most viewpoints is 15 cm. This configuration is exemplified in the images of Figure 15. 

 

 

 

 

 

 

 

 

 

 

Figure 15: Configuration for view synthesis with RVS: two reference RGB-D views 
were used to synthesized 180 intermediate virtual views. 

 

4.2 Experiments and Comparison 

Finally, following the processing pipeline described in the previous section, we were able to 
obtain the results for the four tested cameras. For each device, the virtual views were joined 
to compose a video file for further subjective evaluation. The video files are provided with 
this deliverable in Annex B and are named with respect to each device as L515.mp4, 
Azure.mp4, ZED.mp4, and D435.mp4. Also, one synthesized viewpoint for each camera is 
provided below in Figures 16 to 19. 
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Figure 16: Example of synthesized virtual view using Intel RealSense L515. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 17: Example of synthesized virtual view using Azure Kinect. 
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Figure 18: Example of synthesized virtual view using ZED. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 19: Example of synthesized virtual view using Intel RealSense D435. 

 

From the figures above and from the videos .mp4 provided, one can conclude that the 
camera candidate that generated the results with the best subjective quality is the Intel 
RealSense L515. It is clear that this camera device is the candidate that presented fewer 
artifacts in the generated virtual viewpoints. From this fact, one can infer that such device is 
the one that can deliver depth maps with the best quality among the pre-selected 
candidates. It is still possible, however, to note small artifacts in the virtual views, such as 
flying points and black regions, as seen in Figure 16. 

The second best-rated device was chosen to be Azure Kinect. In the case of this device, the 
virtual views present more occlusions than the ones of Intel RealSense L515, i.e., more 
black regions in the virtual views, as it is possible to note in Figure 17. Such an issue is likely 
to happen due to the different location of the depth sensor relative to the colour sensor in the 
device. 
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Not far from Azure Kinect in terms of subjective quality, ZED filled the third position in our 
experiment. This device obtained virtual views with competitive quality as the ones from 
Azure Kinect. However, it was deemed to be in the third position given the strong distortions 
in the cubes, depending on the viewpoint (as shown in Figure 18), and the strong distortion 
and black regions on the bottom left corner of the scene. Nevertheless, occluded regions 
and flying points were not very frequent in the results. 

Finally, the camera device that achieved the worst performance in the experiment was the 
Intel RealSense D435. The results obtained for this device present more occluded regions in 
all views than any other camera. It also shows distortions in the objects in the virtual images. 
Therefore, one can conclude that this camera is not capable of providing depth maps reliable 
enough to be used in the HoviTron project.  

Therefore, given the results shown in the .mp4 files and the virtual views provided in this 
report, we propose the following ranking for the acquired cameras based on their capabilities 
of generating proper depth maps for view synthesis:  

1. Intel RealSense L515; 

2. Azure Kinect; 

3. ZED; 

4. Intel RealSense D435. 

Hence, the device that is capable of providing depth maps with the best quality among the 
pre-selected candidates for the HoviTron project is the Intel RealSense L515. This device 
achieved fewer distortions and artifacts in the virtual views than all the other candidates. 
Thus, Intel RealSense L515 is the first choice to compose the capture architecture to be 
used in HoviTron. 

 

5. Conclusion and Future work 
 

With the scripts and experiment described in this D1.1 deliverable, we are prepared to 
address any camera type for acquiring light field content, including Blender created light 
fields, plenoptic devices, and depth-sensing cameras, that will be used within HoviTron. 

Future work includes continue buying and testing hardware cameras that will be further used 
in the project. Also, efforts will be placed on post-processing the depth maps from Intel 
RealSense L515, being able to improve their quality to obtain even better virtual views. More 
experiments will be conducted to determine the final architecture of the capture system to be 
used in HoviTron, i.e., the number of cameras to be employed in the capture platform. Once 
the architecture is defined and post-processing methods for real-time depth map refinement 
implemented, we will focus on acquiring the test datasets that will make up the light field 
database, dedicated to the HoviTron project, to be made publicly available for research 
purposes (cf. D6.12). 
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7. List of Annexes 
 

[Annex A] Rendering a light field using Blender. 

[Annex B] Video .mp4 files containing all virtual views for each depth-sensing device. 
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Blender Light Field Rendering 

Overview 

This folder provides a light field rendering tool for Blender and a conversion script to json 
(RVS). The addon is available at https://github.com/dbonattoj/blender-addon. For 
versions of Blender prior to 2.8, see https://github.com/lightfield- analysis/blender-addon. 

Rendering a light field 

Install the addon zip in Blender 

 

 

 

 

 

 

 

 

 

 

- Create a scene in Blender - Select light field parameters. For parallel cameras, set 
focDist to 0. 

 

 

 

 
 

 

 

 

 

 

 

 

 

- Press Render Light Field 

Export Light field parameters to json 

python lf_to_json.py -c cameras.cfg [-n dataset_name] -o cameras.json 

where camera.cfg are the parameters exported with Blender and dataset_name the 
name that will be given to the dataset. For the moment, the script only handles parallel 
cameras. 


